
Estimating QP and Motion Vectors in H.264/AVC Video
from Decoded Pixels

Giuseppe Valenzise, Marco Tagliasacchi, Stefano Tubaro
{valenzise, tagliasa, tubaro}@elet.polimi.it

Dipartimento di Elettronica e Informazione, Politecnico di Milano
P.za Leonardo da Vinci 32, 20133 Milano, Italy

ABSTRACT
In this paper we present a method for blindly estimating
the quantization parameter (QP) and the motion-vectors in
H.264/AVC decoded video. We assume that only the de-
coded pixel values are available. This models pretty well the
dissemination over the Internet of user-generated contents,
where a video may pass through several coding/processing
stages from acquisition to publication and download. The
proposed technique may be a relevant tool in the forensics
field, as it can help to reconstruct the previous history of
the digital content, or to provide evidence of tampering.
Most of the previous work in this direction simply adapts
still image forensic approaches to video, but their applica-
bility is in general limited (e.g. they can deal with Intra
frames only). Conversely, we explicitly take into considera-
tion motion-compensated prediction used by state-of-the-art
video codecs such as H.264/AVC to find the QP also for P
frames. We show that the so-obtained QPs can be used to
estimate the original motion field of the encoder.
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1. INTRODUCTION
Video bitstream parameters, such as motion vectors, cod-

ing modes, quantization parameters, etc., are a valuable
source of information about the encoder. For instance, they
can be used to guess which motion estimation algorithm was
used or whether a specific rate-control scheme was adopted.
The whole set of encoding information extracted from the
bitstream represents indeed a sort of footprint of the original
encoder, which could be a useful clue in forensic analysis. As
an example, it could be employed to asses whether a video
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content has passed through a specific chain of coding oper-
ations, and to rebut or accept a report of tampering.

Unfortunately, the absence of the original encoding pa-
rameters is actually the common case for video posted over
the Internet. Video contents spread through popular web-
sites such as YouTube are generally re-encoded at least once,
to be converted in a suitable format for online streaming.
In practice, recovering the encoding parameters from the
decoded pixel values only may be a strenuous task, which
is practically unfeasible if the original, unencoded content
is not available. Traditional techniques that guarantee the
authenticity and integrity of digital contents such as water-
marking [2] are hardly applicable in this setting, since it is
unlikely that a watermark is inserted in user-generated con-
tents at the time of their acquisition. Therefore, current
video forensics techniques need to work in a “blind” setting,
i.e. having only the decoded pixel values as input.

A good deal of work has been done in this direction with
respect to blind forgery detection in still images [4, 5]. These
approaches leverage the fact that tampering alters some un-
derlying characteristics of the image [4], such as the sta-
tistical properties of pixel value distribution [6] or the ar-
tifacts introduced by specific compression schemes [3, 8]
Many of these techniques can be generalized to the case
of video. However, compression-specific footprints for the
case of video are much more complex than for images, due
to motion-compensated prediction adopted in all modern
video architectures. Specifically, previous work to estimate
video quantization parameters was limited to Intra frames
of MPEG2 video only [10, 7], where no prediction is used.

In this work, we aim at extending these techniques to a
more realistic setting with a state-of-the-art video codec.
We devise a method to estimate the quantization parameter
(QP) for H.264/AVC P frames directly from the decoded se-
quence, in the pixel domain. We suppose that the observed
video is the result of a chain of successive coding stages, and
that we can only observe the bitstream and pixels decoded
by the last decoder. We also use the estimated QP infor-
mation to find with good precision the motion vectors of
the first encoder. We show that under the hypothesis that
the QP is constant over a frame, we are able to estimate it
pretty accurately from frame to frame.

The rest of this paper is organized as follows. Section
2 briefly illustrates the H.264/AVC quantizer and a model
for the statistical distribution of quantized DCT. Section 3
describes the proposed QP estimation algorithm and how
it can be used to produce an accurate estimation of the
motion vectors used at the encoder. Section 4 demonstrates



by means of extensive experimental results the robustness
of the proposed method. Finally Section 5 concludes the
paper.

2. H.264/AVC QUANTIZATION MODEL
In H.264/AVC each block in a frame is predicted, ei-

ther spatially or temporally, and a prediction residual is
computed, transformed and quantized, before being entropy
coded and transmitted to a decoder. We focus here on
the quantization process of transformed prediction residu-
als. We explicitly refer to the 4 × 4 transform enabled in
the baseline, extended and main profiles1. Let E denote a
4×4 block of prediction residuals. The (approximate) DCT
transform Y computed by H.264/AVC is given by

Y = Z� S, Z = TETT (1)

where T and S are defined in [9] and � denotes element-wise
multiplication. The transform operation T is implemented
using integer arithmetic only (add and shift operations),
while the post-scaling operation S, also embeds quantiza-
tion.

The value of the quantized coefficient Yj is given by:

Ŷj = Ij × q = sign(Yj)

⌊
|Yj |
q

+ 1− α
⌋
× q (2)

where q is the quantization step, α is a parameter that con-
trols the width of the dead zone around 0 (α = 2/3 for
intra blocks and α = 5/6 for inter blocks) and Ij represents
the quantization index that is actually transmitted. The
H.264/AVC standard does not define the quantization step
directly. Instead, the quantization parameter QP is defined,
from which q can be computed as follows

q = qB(mod(QP, 6))2bQP/6c (3)

where mod(a, b) denotes the remainder of the division of a
by b, and qB is defined in [9].

As a consequence of (2), the quantized coefficients can
only take values on integer multiples of the quantization step
q (up to round-off errors). Thus, for a given quantization
step q, the distribution of the quantized prediction residuals
follows a “comb”-like distribution (see Figure 1(a)):

p(Ŷ ; q) =
∑
k

wkδ(Ŷ − kq), (4)

where δ is the unit impulse and wk are weights that depend
on the original residuals distribution. As detailed in the
next section, at the decoder we start from pixel values, esti-
mate motion vectors and quantize the so-obtained prediction
residuals. This makes the distribution of the quantized pre-
diction residuals of a decoded block X̃ deviate from being
comb-like as in (4). We model it as:

p(Ỹ ; q) =
∑
k

wkN (Ỹ , kq, σ2) (5)

where N (y, µ, σ2) denotes a Gaussian probability density
function with mean µ and variance σ2 (which accounts for
round-off errors). An illustrative example is given in Fig-
ure 1(b). We point out that also the authors of [10] pro-
pose to use a Gaussian mixture to model the quantized co-
efficients at the decoder. While such an approach is valid
1The principles described here also apply to the 8×8 trans-
form of the high profile

with MPEG2 Intra frames, it fails with H.264/AVC video, as
each block in this case is either spatially or temporally pre-
dicted, and it is the prediction residual that is transformed
and quantized. Transforming and quantizing directly the re-
constructed pixel values (without motion compensation nor
spatial prediction) does not result in a comb-like distribution
(see Figure 1(c)).

3. BLIND QP AND ORIGINAL MOTION
VECTORS ESTIMATION

We devise here an algorithm to reliably estimate the QP
parameter from the decoded video sequence in the pixel do-
main , in case the original encoder bitstream is not available.
To this end, we assume that the sequence has been coded
using H.264/AVC and that all macroblocks in a frame share
the same QP . We also postulate that the second encoding
pass is carried out with a sufficiently small QP as in [10],
in such a way that the original comb-like distribution is not
destroyed during the second encoding. In the following, we
describe the algorithm for P-slices, although the same prin-
ciples apply to I- and B-slices.

The proposed algorithm computes the quantized motion-
com-pensated prediction residuals in the transform domain,
starting from the pixel domain values, by reversing the de-
coder processing chain. Then, the QP is estimated by means
of a maximum likelihood estimation procedure that adopts
the model in (5). More in detail, the algorithm works as
follows. For each frame of the decoded video:

1. Perform motion estimation on the decoded video to
compute motion vectors for each 4 × 4 block. Any mo-
tion estimation algorithm can be used for this purpose. Let
mvi = [mvxi,mvyi]

T denote the motion vector of the ith
4× 4 block.

2. Compute the motion-compensated prediction residuals
for each 4 × 4 block. Let X̂i denote the 4 × 4 block in the
pixel domain and Êi its prediction residuals

3. We discard potentially intra-predicted macroblocks,
since they do not have any corresponding temporal predictor
in the previous frame. Considering also these blocks, in
fact, may alter the comb-like structure of (4). To this end,
we employ a simple heuristic. If the SAD of the prediction
residuals is larger than that of the block itself, then the block
is labeled as intra-predicted:

4∑
x=1

4∑
y=1

|X̂i(x, y)| <
4∑

x=1

4∑
y=1

|Êi(x, y)| (6)

4. Transform the prediction residuals Êi according to (1)

to obtain Ŷi.
5. Collect the transformed prediction residuals from all

the retained blocks and estimate the QP by maximizing the
log-likelihood of the observed coefficients (5):

Q̂P = arg max
QP

N∑
j=1

log p(Ŷj ; q)

= arg max
QP

N∑
j=1

log
∑
k

wkN (Ŷj , kq, σ
2) (7)

where N is the number of quantized coefficients, and q is
the quantization step corresponding to QP according to (3).



(a) (b) (c)

Figure 1: Distribution of quantized transform coefficients in the first frame of the Mobile video sequence,
coded with QP = 37. (a) Quantized prediction residuals found at the encoder, which follow the comb-like
distribution of (4). (b) Quantized prediction residuals found by performing motion estimation at the decoder.
(c) Distribution of transformed and quantized coefficients of the frame pixels, when no prediction is used.

We assume that all the Gaussian components in (7) have the
same variance σ2.

To find a simple expression to maximize (7), we observe
that, when σ � q (as it is typically the case in a practical
coding scenario when QP ≥ 20), the Gaussian components
of the mixture in (5) are well separated (see Figure 1(b))

from each other. This means that a quantized coefficient Ŷj

has non-zero probability with at most one Gaussian com-
ponent, i.e. the one whose center is closest to the sample
under consideration. In light of this fact, the expression in
(7) simplifies to:

Q̂P = arg max
QP

N∑
j=1

log
(
wk̂ · N (Ŷj , k̂q, σ

2)
)

(8)

where k̂ = arg mink(Ŷj − kq), for a given q. Substituting in
(8) the expression for a normal p.d.f. and making the alge-
bra, we are left with a simple maximum likelihood estimator
for the QP of each frame:

Q̂P = arg min
QP

N∑
j=1

(
min
k

(Ŷj − kq)2 − log(wk̂)
)
. (9)

The equation represents a minimization of a weighted quan-
tization error resulting from re-quantizing the transformed
prediction residuals with a given quantization step. Thus,
the optimal QP in the maximum likelihood sense is the one
which produces the minimum quantization error. Notice
that wk̂ appears in the minimization of (9), as it implicitly

depends on QP through the index k̂. As wk is typically a
decreasing function of |k| (see Figure 1(a)), the net effect
of this term is to tolerate a larger mismatch for coefficients
close to the zero bin of the quantizer.

In practice, the likelihood function (7) presents more than
one local maximum, corresponding to integer fractions of
the true quantization step size q (i.e. at q/2, q/3, etc.)
and, in some cases, the global maximum may not correspond
to q. Therefore, to solve (9), we explore the possible QP
candidates by starting from the largest QP and stopping
the search as soon as we find the first local maximum. If we
fail to detect a local maximum, the QP of the current frame
is set equal to the QP of the previous frame.

3.1 Motion vector refinement using QP consis-
tency constraints

The QP estimation procedure described above can be
used to refine the motion vectors estimated at the decoder.
Under the assumption that the QP is constant over the
whole frame, the quantized prediction residuals after mo-
tion compensation have to be coherent with the estimated
quantization step. Let Q̂P be the estimated QP for a given
frame. For each 4×4 block i, we refine the estimated motion
vector mvi as follows:

1. Compute the mismatch of the current prediction resid-
ual obtained with mvi with respect to Q̂P , by evaluating
the following cost function:

C(mvi) =

N∑
j=1

(
min
k

(Ŷj(mvi)− kq̂)2 − log(wk̂)
)
, (10)

where Ŷj(mvi) denotes the transformed prediction residu-

als, and q̂ is the quantization step corresponding to Q̂P . If
C = 0, then no other refinement is needed and the search is
stopped. Otherwise, initialize the motion vector refinement
with the current motion vector.

2. Consider a search window of size W × W centered
around mvi. For each candidate motion vector in the search
window, evaluate the mismatch with the expected coefficient
distribution imposed by Q̂P , using (10). The refined motion
vector m̂vi is the one that minimizes the model mismatch
(10) and gives the maximum likelihood predictor of that
block according to (5). To break ties, select the refined mo-
tion vector which results in the lowest SAD of the prediction
residual.

Either a full or a fast search could be adopted to find the
refined motion vectors. However, we observed that the ob-
jective function in (10) is in general not smooth, and fast
search techniques which produce good approximations in
conventional motion estimation may lead to highly subopti-
mal results in this case.

4. EXPERIMENTAL RESULTS
We tested the proposed QP estimation and motion vector

refinement algorithms on three sequences at CIF spatial res-
olution and 30 frames/second, namely Foreman, Hall Moni-
tor and Mobile. Each sequence has 300 frames. We encoded



R [kbps] PSNR [dB] MeanAE MaxAE WrongQP ImprPred OrigPred Improv

Hall monitor
L 125 31.58 0.121 7 4.3% 68% 66% 62%
M 250 35.37 0.007 2 0.3% 43% 41% 83%
H 500 37.89 2 2 0.7% 39% 36% 91%

Foreman
L 250 31.27 0.301 11 6.8% 70% 60% 84%
M 500 34.85 0.05 7 1.0% 49% 44% 87%
H 750 36.88 0.065 2 4.6% 49% 47% 92%

Mobile
L 500 26.49 0.021 6 0.3% 43% 41% 96%
M 750 28.28 0 0 0.0% 39% 37% 96%
H 1000 29.79 0 0 0.0% 39% 37% 96%

Table 1: QP estimation and motion vector refinement results for three video sequences.

all the sequences using the H.264/AVC reference software
(JM12.1 - baseline profile) using an IPPP... group of pic-
tures (GOP), with GOP size equal to 15. We encoded each
sequence at three target bitrates. Due to the diverse spatio-
temporal characteristics of the sequences, we use a different
set of target bitrates for each sequence, corresponding to
low (L), medium (M) and high (H) visual quality. We en-
abled the rate control algorithm embedded in the reference
software so that the QP is adjusted on a frame-by-frame
basis within the interval [24, 40]. We initially disabled the
deblocking filter.

Table 1 shows the estimated QP for the various test condi-
tions using the method illustrated in Section 3. We adopted
two error metrics, i.e. the mean absolute error (MeanAE)
and the maximum absolute error (MaxAE) between the ground

truth QP and the estimated Q̂P for each frame. We also re-
port the percentage of frames for which Q̂P (n) 6= QP (n)
(WrongQP). We observe that, in all cases, the proposed
method accurately estimates the correct QP value. The
estimation accuracy generally improves at higher bitrates.
This is due to the larger number of non-zero transform co-
efficients that contribute to evaluating (9). The accuracy of
our results decreases if we enable the deblocking filter [9] in
the encoder. Indeed, the deblocking filter is applied after
quantization; thus it alters the distribution of the quantized
coefficients, increasing the variance of the mixture compo-
nents in (5) and deteriorating the estimate of (9). We ob-
served that the use of deblocking filter generally leads to an
underestimation of the QP , which is more evident at lower
bitrates, where the strength of the deblocking filter is higher.
While our algorithm, at the moment, is not able to tackle
this problem, we believe that a rigorous mathematical mod-
eling of the deblocking behavior may partially alleviate it,
and therefore it will be matter of our future investigation.

We evaluated the motion refinement strategy discussed
in Section 3.1 using the same video sequences employed in
the QP estimation for evaluating. In this case the adopted
metrics are the following:

ImprPred : gives the fraction of blocks for which the refine-
ment procedure finds an improved predictor, i.e. a predictor
which is closer to the true predictor. The Sum of Absolute
Differences (SAD) is used as distance.

OrigPred : gives the fraction of blocks for which the refine-
ment finds exactly the original encoder predictor (OrigPred ≤
ImprPred).

Improv : gives the average error reduction in the predic-
tor, measured as the per cent decrease of the SAD distance
between the refined predictor and the ground truth, with
respect to the distance of the non-refined with the ground
truth.

All the fractions above are computed only with respect to

the blocks for which the refinement procedure is carried out,
i.e. the ones for which C > 0 in (10). Note that on average,
a fraction of 40 to 60% of the motion vectors undergoing the
refinement process are improved to match the true encoder’s
vectors.

5. CONCLUSIONS AND FUTURE WORK
In this paper we have described a simple forensic tool

to accurately estimate two kinds of encoding parameters:
the quantization parameters and the motion vectors. Our
method leverages the statistical distribution of quantized
prediction residuals and works even if the original encoder
bitstream is not available. Our contribution differentiates
from previous work as it specifically targets a real state-of-
the-art video codec such as H.264/AVC; also, it focusses on
the case of P frames where estimating the QP is considered
a very difficult task [7]. Our work has a fallout as well on
the field of no-reference quality assessment, as it enables the
estimation of video quality even when the bitstream is not
available (e.g. using the method in [1]).
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