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ABSTRACT

Motion-compensated prediction induces a chain of coding dependencies between pixels in video. In principle,
an optimal selection of encoding parameters (motion vectors, quantization parameters, coding modes) should
take into account the whole temporal horizon of a GOP. However, in practical coding schemes, these choices are
made on a frame-by-frame basis, thus with a possible loss of performance. In this paper we describe a tree-based
model for pixelwise coding dependencies: each pixel in a frame is the child of a pixel in a previous reference
frame. We show that some tree structures are more favorable than others from a rate-distortion perspective,
e.g., because they entail a large descendance of pixels which are well predicted from a common ancestor. We
favor such structures by adding a special discount term to the conventional Lagrangian cost adopted at the
encoder. The proposed method has a global impact on the encoder performance, since it affects the choice of:
motion vectors; quantization parameters; and coding modes. We modified a state-of-the-art H.264/AVC codec
to embed our tree model. Our experiments demonstrate that taking into account the temporal dependencies
between pixels can lead to substantial coding gains for sequences with little motion, whereas there is still large
room for improvement in sequences with medium-to-high motion.

1. INTRODUCTION

One of the most relevant aspect of video signals is motion, which stems from the displacement of objects within
a scene or from the movements of the acquisition device. In hybrid video codecs, such as H.264/AVC,1 motion
is estimated by means of a motion estimation algorithm, and motion-compensated prediction (MCP) is then
employed to tackle temporal redundancy and reduce the bit rate. In this process, a number of decisions is
taken at the encoder, e.g. finding the best coding mode and selecting a proper quantization parameter for each
macroblock. In the past decades, most research efforts have been directed towards selecting optimal parameters
in video coding on a frame-by-frame basis. The majority of the proposed techniques make use of Lagrangian
optimization2,3 in order to find optimal tradeoffs between rate and distortion. However, the predictive nature of
video coding make these techniques intrinsically suboptimal for the case of prediction chains created by motion
compensation. Indeed, there is substantial evidence4–7 that an optimization that involves a temporal horizon
longer than one frame may lead to considerable bit savings.

An improved coding efficiency can be achieved, e.g., by enlarging the temporal scope of the optimization at
the encoder in order to include a longer time interval. For instance, long-term memory motion-compensated
prediction,8 or dual frame motion compensation schemes,4 include in the search space of motion vectors also
one or more frames which are far away in time. Often, the long-term predictor is assigned extra bits — hence,
higher quality — since it is the best predictor of many other pixels. Different portions of a frame generally entail
a different kind of temporal dependencies, e.g., background object are likely to stay almost still for a number of
frames. Techniques that semantically segment the frame into objects9 leverage the different behaviors along time
of the different objects and code them in a different way, e.g., using long-term predictors for the background.10

From a more theoretical perspective, the study of dependent coding dates back to the seminal work of Uz et
al.,11 who extended the classical DPCM coding theory12 to analyze the effect of quantizer feedback. The basic
result shown there is that frames that are good predictors for subsequent pictures are to be allocated a higher bit
rate than normal, and frames which are well predicted are not to be allocated (as an independent optimization
approach would suggest) a lower bit budget, because they suffer from error quantization feedback of previous
frames. This intuition is found again in the work of Ramchandran et al.,5 but is extended there to an operational



rate-distortion framework, in which the bit rate is optimally allocated among dependent quantizers by finding
the mimimum cost path in a trellis which links the possible quantizer states of the coding units (frames) at
each time instant. This method requires to evaluate a set of operational RD points for each frame, which may
be prohibitive in many applications. In addition, the choice of quantization parameters is conducted at the
frame level, i.e. smaller coded units such as macroblocks are not considered. Mohammed et al.13 modulate
the quantization parameter (QP) at the macroblock level in H.264/AVC video, giving higher priority to those
macroblocks that contain pixels used later as predictors, using a two-pass procedure. In our previous work,14 we
model temporal dependencies induced by MCP at the pixel granularity, as trees rooted in the first Intra-predicted
frame of a group of pictures (GOP), where each predicted pixel is a node in the tree. We applied Uz’s model to
derive a bit allocation policy over pixels. As a proof of concept we proposed a simple modulation scheme for the
QP at the macroblock level, which assigns higher quality to those macroblocks which have a higher descendance.
Our results are coherent with those by Mohammed et al.,13 and show potentially high gains for “talking-head”
sequences with little motion and static background, while the improvement for more complex sequences is in fact
negligible.

In this paper, we further expand this analysis, by providing a more detailed extension of Uz’s model11 to the
case of tree-based dependencies, including also the concept of quality of the prediction. Pixels which are good
predictors (i.e., small prediction residuals), for a large number of other pixels, have larger importance in our
model. We embed this metric into motion search, by adding an additional term to the Lagrangian cost function
typically evaluated in a video encoder such as H.264/AVC encoder. In this way, we discount those pixels which
are good predictors, and promote clusters of pixels having good predictors as ancestors.

The paper is organized as follows. In Section 2 we describe how to model pixelwise coding dependencies
through a tree representation, and we derive the optimal distortion allocation over the nodes in the tree. Next,
we show in Section 3 how we can translate the optimality criteria suggested by the theoretical model into
heuristic cost function directly implementable into a state-of-the-art video encoder. Specifically, we describe a
two-pass coding algorithm which employs a modified H.264/AVC encoder. Section 4 shows the performance of
the proposed approach, while Section 5 concludes the paper.

2. TREE-BASED REPRESENTATION OF CODING DEPENDENCIES

Let si(t) denote the i-th pixel in frame t ∈ [0, F − 1] of a video sequence s having F frames. In a general
DPCM-based coding scheme, si(t), t > 0, is obtained by a predictor s̃i(t

′) in a frame t′ < t, and by the quantized
prediction residual di(t

′) as:
si(t) = P(s̃i(t

′)) + di(t
′). (1)

In this paper we consider the simplified scenario where the GOP structure is IPPP. . . . Under this hypothesis,
the recursive application of (1) for a pixel in frame t > 0 back up to a pixel in frame t = 0 can be represented
as a tree T rooted in a pixel of the Intra-coded frame of the GOP.14 We denote by p(si(t)) the parent of pixel
si(t) in some previous reference frame; the set of children of si(t) — i.e., those pixels which are directly predicted
from si(t) — is denoted as C(si(t)). Notice that the C relation applied recursively on k, i.e., C(. . . (C(si(t)))),
enables to construct the tree of pixels which depend by prediction through k.

The problem we want to solve is how to allocate optimally the rate over the nodes of a tree T, in such a way
that mean-square-error (MSE) distortion due to quantization is globally minimized. We build on the model by
Uz et al.11 This model provides the optimal bit allocation for a chain of predictors, when the fanout of a node
is exactly one pixel, i.e., C(si(t)) = sk(t′) with t′ > t. In the Uz model, the operational rate-distortion function
of a pixel k in the Intra frame (t = 0) of the GOP has the exponential form:

Ek = e−αRkXk, (2)

where Ek is the MSE distortion of coding pixel k with Rk bits. The term Xk is a complexity parameter which
quantifies how “difficult” is to code a given source, while α is the decay parameter of the exponential rate-
distortion function. Pixels in P frames (t > 0) are predicted by some coded pixels p(si(t)) = s̃k(t′) with t′ < t.
Since the reference used for predicting si(t) is quantized, the coding complexity of si(t) does not depend only
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Figure 1. Sample tree structure for multiple predicted nodes.

on the innovation of si(t) with respect to its unquantized predictor. Indeed, a quantizer feedback term must be
considered in the rate-distortion function of pixel k in frame t, which becomes:

Ek(t) = e−αRk(t)
(
Xk(t) + ρk(t)Ep(k)

)
. (3)

Notice that the complexity of the source here is split into two additive terms: i) the complexity of the innovation
dk(t) = si(t) − P(p̂(si(t)))) where p̂(si(t)) is the unquantized predictor (parent) of si(t); and, ii) the additional
distortion due to the fact that the predictor is actually quantized and, as that, noisy. The term ρ is called
the quantizer feedback coefficient, and depends on the kind of prediction adopted. In the case of P frames, the
predictor corresponds simply to another pixel in a reference frame, thus we set ρk(t) = 1 for t > 0. Pixels in the
I frame do not have a temporal predictor, thus ρk(t) = 0 when t = 0∗.

Uz et al. derived the optimal rate allocation for the case of a linear chain of predictors.11 Similarly, in the
case of a tree we can recursively apply relation (3) in order to derive the optimal allocation in terms of the tree
characteristics. We illustrate the procedure with the simple tree structure reported in Figure 1. We evaluate the
distortion term E for all the pixels in the tree A . . .G. Notice that pixels without ingoing arcs (e.g. A) do not
suffer from quantization feedback, i.e., ρA = 0.

Using (2) and (3), we can write:

EA = e−αRA(XA)

EB = e−αRB (XB + EA)

EC = e−αRC (XC + EB)

. . . (4)

We can expand recursively the expression for Ek as a function of Rk, Xk only, that is:

EA = e−αRA(XA)

EB = e−αRB (XB + e−αRA(XA))

EC = e−αRC (XC + e−αRB (XB + e−αRA(XA)))

. . . (5)

Notice that the left-to-right depth-first ordering, which depends on considering only causal predictors, is reflected
by the Ek equations.

∗In state-of-the-art codecs such as H.264/AVC, indeed, also pixels in I frames are predicted from spatially neighboring
pixels. However, in this paper we are interested to temporal dependencies, so we assume that an independent optimization
has been already carried out inside I frames.



Optimization Our goal is to optimally allocate rate over a tree structure T in order to minimize the total
MSE and respect a total bit budget. Let |T | be the number of vertexes in T. We can formulate the problem as:

minimize D =

|T |∑
j=1

Ej(R1, . . . , R|T |)

subject to

|T |∑
j=1

Rj ≤ |T |R̄ (6)

where R̄ is the average rate (bits per sample). The problem in (6) can be turned into an unconstrained problem
by minimizing the Lagrangian cost function

L = D + αλ

 |T |∑
j=1

Rj − |T |R

 , (7)

where λ is the Lagrange multiplier.

The derivative of the Lagrangian with respect to each pixel rate Rj is to be zero at optimum, that is:

∂L

∂Rj
=

∂D

∂Rj
+ αλ =

|T |∑
k=1

∂Ek
∂Rj

+ αλ = 0 (8)

If we consider a generic pixel ĵ, it is straightforward to verify that only nodes contained in the subtree rooted
in ĵ have a non-null contribution to the derivative. In the example of Figure 1, we can see this phenomenon on
the pixel E, that is:

∂D

∂RE
=
∂EF
∂RE

+
∂EG
∂RE

+
∂EE
∂RE

= (e−αRF + e−αRG + 1)
∂EE
∂RE

. (9)

For the compactness of notation, we introduce a term Sk which describes the feedback component of the distortion
on the children of pixel k:

∂D

∂Rk
= (Sk + 1)

∂Ek
∂Rk

= −α(Sk + 1)Ek. (10)

The feedback term Sk can be computed recursively over the subtree rooted in k, that is:

Sk =
∑

c∈C(k)

ρce
−αRc(Sc + 1). (11)

Pixels which are not used as predictors, i.e. having an empty children set (C(c) = ∅), have zero feedback, i.e.
Sc = 0. Now, combining (8) and (10), we get that at optimality it must hold

−αλ = −α(Sk + 1)Ek → Sk =
λ

Ek
− 1 (12)

Plugging (12) into (11), we can find a relation between Sk and the distortion on the pixels predicted by k, i.e.:

Sk =
∑

c∈C(k)

ρce
−αRc

λ

Ec
. (13)

If we combine the previous equation with the RD function (3), we get a general constraint on Ek at optimum:

λ− Ek
Ek

=
∑

c∈C(k)

λρc
Xc + ρcEk

. (14)
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Figure 2. Distortion Ek as a function of number of children |C(k)| and their average complexity X̂

The number of solutions of this equation for the variable Ek is |C(k)|+ 1. Explicit methods for solving (14)
are available only if |Ck| < 4, and even the form of the explicit solution for the simple case |Ck| = 2 (which
corresponds to a third degree equation) is quite complex. As a consequence, it is not possible to find the optimal
allocation Rk for all pixels in a closed form, and numerical methods have to be employed. However, we can
characterize the distortion at each node in the optimal allocation with a simplification of (14). If we consider
the second member of the equation, we notice that it is a sum of terms with the form λρc

Xc+ρcEk
. If the variance

of the complexities Xc around their mean X̂ = 1
|C(k)|

∑
c∈C(k)Xc is small, we can approximate this sum as

λ− Ek
Ek

u
λ · |C(k)|
X̂ + Ek

. (15)

The error of representing the second member of equation (14) with this approximation is small, and it decreases
for higher values of distortions Ek.

With this approximation, we obtain that the solution of Ek can be expressed with a second degree equation:

E2
k + (X̂ − λ(|C(k)| − 1)) · Ek − λ · X̂ = 0, (16)

which provides a solution for Ek at optimality:

Ek =
λ

X̂+λ(|C(k)|−1)
2X̂

[
1 +

√
1 + 4λX̂

(X̂+λ(|C(k)|−1))2

] . (17)

We show Ek as a function of X̂ and |C(k)| in Figure 2, for λ = 10 and λ = 100. At optimal rate allocation,
samples having a low prediction residual X̂k are good predictors and they are to be assigned lower distortion.
Also, those pixels which are predictors of a large number of other chidren C(k), are to be assigned higher quality.
Higher values of λ promote a larger discount for those pixels that have a wide fanout in the tree.

Differently from the work from Uz et al.,11 however, we have to stop our analysis to this qualitative result on
Ek, i.e., it is not possible to find a closed form expression for the rate allocation Rk at optimum. Therefore, in
the rest of this paper, we devise heuristics to implement the theoretical insights provided by (17).

3. IMPLEMENTATION OF TREE-BASED OPTIMIZATION ON A H.264/AVC
CODEC

The distortion D in (6) in the previous section depends on both the structure of the tree T and on the rate
allocated to each node inside the tree, i.e., D = f(T,R), where R is the vector of rates allocated to the nodes



of T. In the video setting, the tree T is determined by motion vectors, which induce the temporal dependencies
between pixels, as explained in Section 2. Thus, minimizing D corresponds to find, jointly, the best motion
vectors and the best quantizer for each pixel of the video sequence. This is both hard to formulate and difficult
to solve in practice. In this section we focus on implementing the theoretical insights obtained in Section 2 in a
state-of-the-art H.264/AVC encoder. Specifically, we first formulate two heuristic functions to drive the coding
process according to the optimality considerations learned from the analysis of the tree model; then, we devise a
practical double-pass algorithm that enables to solve the chicken-and-egg problem of jointly optimizing motion
vectors and quantization parameters.

We start from the two main conclusions yielded in Section 2: i) those pixels which are predictors for a large
number of children require higher rate, i.e. should be encoded with higher quality; and ii) pixels whose children
can be predicted with low prediction residuals have also to be encoded with higher quality, since the distortion
due to quantizer feedback represents a significant share of the overall distortion. We translate these general rules
into two heuristic functions which can be easily integrated into an H.264/AVC encoder.

Rate allocation optimization. In a real coding scenario, a target bit rate is achieved by modulating the
quantization parameter (QP) associated to a macroblock. The solution (17) gives the general criteria to assign
quality to pixels according to their temporal descendants. We consider a differential approach, where we assume
that a frame is coded with a fixed reference Q̂P . Then, we define δQP as the maximum quality gain assigned to
the best predictors in that frame. In formula, this becomes

QPk(t) = Q̂P −
(
α
nk(t)

N
+ β

(
1− x̄k(t)

Xref

))
· δQP (18)

where nk(t) and x̄k(t) are respectively the number of predicted pixels and the average prediction residuals,
computed through an algebraic mean. N and Xref are two normalization parameters, and they have been set to
the maximum values for variables nk(t), x̄k(t) within each frame t. Also, α and β weigh the impact of predictor
importance (i.e., the number of predicted pixels from a given pixel) and predictor effectiveness (i.e., the quality
of that predictor in the frame context). They have been set to α = β = 0.5 during our experiments.

Motion vector optimization. As mentioned before, optimizing distortion entails finding the best tree struc-
ture, i.e., the optimal motion vectors. In our 2-pass encoding scheme (described below), a first estimate of
the motion field is obtained by running the encoder once using conventional motion estimation, in which the
evaluated distortion term is typically represented by the SAD (sum of absolute differences). This produce the
initial tree T̃. In the second encoding pass, motion is re-estimated with a new cost function, defined in a similar
way to (18):

Dk(t) = DMV
k (t)− µ

(
α
nk(t)

N
+ β

(
1− x̄k(t)

Xref

))
. (19)

The term DMV
k (t) is the SAD of the prediction residual using the current motion vector; the second term on

the right side of (19) is a discount term which favors the best predictors according to the tree model; it is
weighted by the constant µ which allows to trade the importance of the “conventional” distortion term DMV

k (t)
for the time dependency computed with our heuristic. The values of α and β are both 0.5. As for µ we found
that the value µ = 50 gives a good tradeoff between SAD and our model. Notice that, through equation (19),
we allow suboptimal motion vectors in terms of the SAD, if this is deemed to lead to globally better solutions.
Nevertheless, our discount term is a heuristic approximation, and we observed experimentally that in some cases,
an excessive discount of DMV

k (t) may change dramatically the structure of tree predictions, leading to overall
worse solutions. In order to avoid these extrema, we exclude those candidate motion vectors MVj which result
in a too large increase of the SAD. In other words, we exclude MVj if

DMV
k (t)−DMV ∗

k (t)

DMV ∗
k (t)

> δD, (20)

where DMV ∗

k (t) is the minimum SAD distortion and δD is the maximum allowed discount.



Double-pass encoding algorithm. As discussed above, optimizing jointly the selection of quantization pa-
rameters and of motion vectors is a chicken-and-egg problem. Solving it exactlly would require to explore an
exponentially growing set of options at each frame, which is computationally unfeasible. Therefore, we resort to
a two-step encoding procedure:

• we first encode once the video sequence in order to find an initial, approximate tree structure. This is
obtained by performing conventional motion estimation. For this purpose, in our implementation we used
fast motion search and we disabled RDO optimization;

• in the second coding pass, we force the QP of each macroblock to QPi computing (18) for each pixel of
each frame. The value of QP for a macroblock is obtained by rounding the average value of QPi of pixels
inside that macroblock. In the second coding pass, we use (19) as the distortion term in the cost function
evaluated during motion estimation.

The upside of this scheme is that it can be implemented in a H.264/AVC encoder and is completely standard
compliant. This enables to keep taking advantage of the numerous features already implemented in a H.264/AVC
encoder which contribute to increase the overall coding efficiency. However, the current formulation of our model
imposes some limitations to the possible coding options available at the encoder, as explained next.

Practical limitations of implementing a tree-based optimization. Our tree-based representation is
able to capture the time dependency induced by motion compensation prediction at the granularity of the pixel.
However, it is not able to describe completely a complex system such as a state-of-the-art video codec. Specifically,
there are aspects of the model which cannot be implemented in a block-based codec such as H.264/AVC, e.g.,
because the standard syntax does not allow pixel granularity quantizer tuning (in H.264, the QP parameter
is assigned on a macroblock base); or because the motion field cannot be dense (i.e., one motion vector for
each pixel), but is constrained to be partitioned into a finite number of subblock partitions (4× 4, 4× 8, etc.).
Therefore, the heuristics computed at the pixel level have to be pooled at the subblock or macroblock level in
order to be used inside the encoder. This implies that the solution to the optimization problem (6) cannot be
implemented in practice, and mechanisms to find an approximation using motion partitions and macroblocks is
necessary.

We notice that our model fully describes also those coding mode, such as the Skip mode, for which the bit-rate
to be allocated is constant and does not depend on the coding complexityX inside that block. When a macroblock
is coded as Skipped, neither the prediction residual nor the motion vector of that block are coded. Instead, the
decoder builds a motion vector predictor from neighboring blocks, and renders the skipped macroblocks using
the pixels pointed by the motion vector predictor, without adding any kind of residual information. Skip mode
is indeed a very powerful coding tool, and is employed very frequently in sequences with low motion, e.g., about
80% of macroblocks in sequences like Akiyo, News, etc. are coded as Skip. In our model, Skip macroblocks are
particularly beneficial, since all the contribution to distortion for these macroblocks is given by the quantizer
feedback. When a chain of skipped macroblocks is considered (e.g., for macroblocks in the static background of
a video), all the skipped pixels depend from the root of the chain, i.e. from their first non-skip ancestor in a
previous I or P frames.

Another example of coding mode which can be described by our model are Intra-predicted blocks in P frames.
If the coding complexity Xi of coding a pixel i through temporal prediction is larger than predicting it using
spatially neighboring pixels in the same frame, the encoder can insert Intra-predicted blocks into a P frame. If
we neglect the spatial dependencies and consider only temporal dependencies in subsequent frames, intra blocks
can be modeled using trees rooted in a P frames of a GOP as show in Figure 3(a).

Finally, there are aspects of H.264/AVC which are not compatible with our model. These include for in-
stance coding tools such as B slices and subpixel motion estimation. Both of them would produce a graph
representation of coding dependencies which is no longer a tree. However, as illustrated in Figure 3, it is still a
Direct Acyclic Graph (DAG), so more sophisticated models could be derived to optimize resource allocation over
these structures. A last consideration is about how bit-rate is evaluated. This is perhaps the most important
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Figure 3. Our tree model can be used to describe also coding tools such as Intra-predicted blocks in P frames. However,
there are other prediction modes, such as sub-pel motion estimation and B slices, which do not result any longer in
tree-based dependencies, but have to be modeled as direct acyclic graphs.

shortcoming of applying a theoretical model such as the one described in this paper to a real video encoder. In
fact, in our model the rate term in the Lagrangian function is evaluated considering only the rate necessary to
code the prediction residual. In fact, the encoder has to transmit in the bitstream also quantization parameters,
motion vectors and coding modes for each macroblock, which could represent a substantial share of the total rate
especially at low bit-rates. In H.264/AVC all this information is coded predictively using the coding parameters
already decoded in spatially neighboring blocks. Hence, the encoder can save a considerable amount of bits by
favoring the selection of motion vectors/quantization parameters/coding modes which are similar to those of
neighboring blocks. This is not considered in our model and results in suboptimal performance especially at low
bit-rates.

4. RESULTS

We implemented the heuristics inspired by our tree model into the JM reference software implementation of
H.264/AVC (v. 12.3).15 We tested the modified encoder on three CIF video sequences, namely Foreman, News
and Flowers. Each sequence has been encoded using an IPPP. . . GOP structure (B slices are disabled), where the
temporal prediction window is up to 5 frames. Also, we disabled sub-pixel motion estimation and Intra-predicted
macroblocks in P frames. In our experiments, we set δD = 0.05 in (20), i.e. we allow the SAD of the heuristic
solution to increase with respect to the optimal local motion vector by up to 5%. We tested two values of δQP ,
namely δQP = 5 and δQP = 10.

Figure 4, 5 and 6 show the rate-distortion performance of our modified H.264 encoder with respect to the
original JM codec. For the case of the News video sequence, we observe an improvement in the RD curve of about
1 dB, using our heuristic QP allocation and motion vector estimation. This is coherent with the improvement
already observed in our previous work.14 Furthermore, we notice that increasing δQP enables to achieve better
results, even if performance tends to saturate for large values of δQP . The rate-distortion gain observed for
News does not correspond to an equivalent improvement for Foreman or Flowers, as can be seen in Figures 5
and 6. For these sequences, there are no apparent gains with respect to using the baseline H.264 encoder.

In order to analyze why this happens, we plot in Figures 7 and 8 the PSNR as a function of frame index
t for the first 50 frames of News and Foreman, respectively. In both cases, our modified encoder gives higher
quality (at a higher rate expense). Furthermore, in both case we notice that most of the quality boost is given
in the first frames, since most of the pixels with the highest number of descendants are in the I frame. However,
by comparing the two trends, we notice that in the case of News (Figure 7) the “investment” in quality for the
first frames pays off later for a large number of frames and compensates the extra rate spent at the beginning.
On the other hand, in the Foreman sequence, the extra quality is quickly re-absorbed after few frames, so that
the extra rate spent to provide the initial quality boost is not compensated. This finds an explanation in terms
of the complexity of the motion field in the two cases. In the News video sequence, large part of the frames
(specifically, the background) is still. This implies that the innovation Xi for these pixels is almost zero, i.e.,
great part of coding distortion comes from the quantizer feedback. After the first coding pass, most of the pixels
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Figure 5. Foreman — Rate-Distortion curve

in the background are likely to be coded with the Skip mode, which corresponds in our model (see Section 3)
to a large number of direct descendants from a root node in the I frame. Therefore, boosting the quality of
these pixels is advantageous, because we reduce the impact of the quantizer feedback (which is almost the unique
factor of distortion) in a larger number of future frames. In the case of Foreman, this does not happen, because
the tree structure is much more complicated. Indeed, the motion in Foreman is rather complex, and temporal
prediction is not as effective as in News, resulting in higher values of innovation Xi. As a consequence, even
if the quality of the prediction root is boosted, the quantizer feedback impacts only marginally over the global
distortion (where the main contribution is due to the coding complexity of the innovation). Therefore, the net
gain is negligible.

5. CONCLUSIONS

In this work we have presented a tree-based model of temporal coding dependencies. The tree model is obtained
through standard motion estimation. We have outlined a global optimization approach that provides the optimal
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Figure 6. Flowers — Rate-Distortion curve
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Figure 7. PSNR for the first 50 frames of the News sequence

bit allocation over all the nodes. In fact, it is desirable in practice to have suboptimal, heuristic solutions,
that could be integrated into a real state-of-the-art video encoder. Based on the optimality principles derived
from our model, we have formulated two heuristics to assign the local quantization parameters and to search
motion vectors, taking into account the impact on future pixels. We have shown that this approach would work
efficiently whenever the distortion due to quantizer feedback represents the largest share of the total distortion.
Unfortunately, we have observed that this happens in practice only for sequence with very little motion.

Our model cannot describe all the coding tools of an H.264/AVC codec, e.g, B slices or sub-pel motion
estimation. A future research direction would be to extend the graphical model from a tree to a more general
direct acyclic graph in order to consider as well these coding options.
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