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ABSTRACT

High dynamic range (HDR) imaging is attracting an increasing deal

of attention in the multimedia community, yet its forensic problems

have been little studied so far. This paper proposes an HDR image

forensic method, which aims at differentiating HDR images created

from multiple low dynamic range (LDR) images from those created

from a single LDR image by inverse tone mapping. For each kind

of HDR image, a Gaussian mixture model is learned. Thereafter,

an HDR image forensic feature is constructed based on calculating

the Fisher scores. With comparison to a steganalytic feature and a

texture/facial analysis feature, experimental results demonstrate the

efficiency of the proposed method in HDR image forensic classifica-

tion on whole images as well as small blocks, for three inverse tone

mapping methods.

Index Terms— Digital image forensics, high dynamic range

imaging, inverse tone mapping, Gaussian mixture model, Fisher

scores

1. INTRODUCTION

Image forensics is a well recognized research field in multimedia

security, for achieving image authentication in a blind and passive

manner [1]. Various image forensic methods have been proposed

in the literature; however, all of them have been designed with the

conventional, 8-bit low dynamic range (LDR) image representation

in mind. In the past decade, high dynamic range (HDR) image for-

mats have rapidly spread in many multimedia applications, thanks

to their capability to reproduce a much wider gamut of luminance

and contrast than traditional imaging techniques. Nevertheless, re-

cent advances in HDR acquisition, reproduction and standardization

activities have not been paralleled by an equivalent awareness of the

potential security risks that this technology might bring about. As

a result, only very limited work has been done to identify and solve

potential forensic problems associated to HDR, e.g., to differentiate

LDR images from tone-mapped HDR images [2]. To the best of our

knowledge, no previous work has focused on forensics directly in

the HDR domain, i.e., using HDR, floating-point images and videos.

Currently, the most popular way to create HDR images is to

fuse several LDR images capturing the same scene with different

exposure times [3]. Despite the fact that HDR imaging has recently

reached consumers, the availability of native HDR content is still

limited, and the majority of legacy footage is LDR. Therefore, there

is need for expanding the dynamic range of LDR content to display it

on next-generation HDR displays [4]. These dynamic range expan-

sion techniques are generally called inverse tone mapping (iTM) [5],
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and can yield in many cases a similar, or even indistinguishable, vi-

sual experience as true HDR content [6, 7]. This poses an interest-

ing forensic problem — given an HDR picture/video, has it been

created from the fusion of multiple LDR images or from a single

LDR image by iTM? For the sake of clarity and brevity, in the rest

of the paper we respectively refer to “mHDR” and “iHDR” for the

HDR images created from a sequence of LDR images at different

exposures and for the HDR images created from a single-exposure

LDR image using iTM. Solving this forensic problem would help

HDR image source identification, i.e., created from multiple/single

LDR image(s). Furthermore, the detection of HDR image forgery

(typically, by using cut-and-paste) involving both mHDR and iHDR

images also requires such classification of the two kinds of HDR im-

ages. In this case, HDR image forensics should be able to perform

classification on small image blocks as well for fine-grained tam-

pering localization. This is an important task to reveal the forgery

semantics, as pointed out in [8].

As the first work addressing HDR image forensics, this paper

makes contributions on solving the above proposed forensic prob-

lem to differentiate mHDR and iHDR images. More specifically, we

perform some preliminary analysis on the joint histograms of these

two kinds of HDR images, and analyze the local high-order statistics

of HDR signals. To this end, we propose to construct the HDR im-

age forensic feature based on the Fisher scores [9] calculated under

parametric Gaussian mixture models (GMMs).

The remainder of the paper is organized as follows. Sec. 2

briefly reviews three iTM methods and analyzes the statistical dif-

ference between mHDR and iHDR images via joint histogram. The

proposed method based on Fisher scores and GMMs is presented in

Sec. 3. Experimental results are reported in Sec. 4 on both whole

images and small blocks. The proposed method is compared with

a powerful steganalytic feature [10] which recently has been em-

ployed in image forensics [11], and with a texture/facial analysis

feature [12, 13] which to some extent has inspired this work though

it previously has not been used for forensics. Finally, conclusions

are drawn in Sec. 5.

2. BACKGROUND AND MOTIVATION

2.1. Inverse Tone Mapping

The goal of iTM operators is to expand the dynamic range of an LDR

picture/video to match that of an HDR display. As for tone mapping

operators, they can be broadly classified into global or local, depend-

ing on whether the same expansion function is used for all the pixels

independently from local characteristics of the signal. In this paper,

we select a global iTM operator [6] and two local ones [14, 15] in

order to assess the proposed forensic method. They are very stable

operators and provide high quality performances [7].

1) In Akyüz et al.’s method [6], the input LDR content is firstly



(a) mHDR (b) iHDR, Akyüz et al. [6] (c) iHDR, Huo et al. [14] (d) iHDR,
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Fig. 1. Example joint histograms of mHDR/iHDR images after being pre-processed as described in Sec. 3.1. The same scene was captured

in the mHDR image and the LDR image used for creating the iHDR images [6, 14, 15]. For a better visibility, we have taken logarithm of the

joint histogram and afterwards carried out a normalization.

linearized and then linearly scaled to achieve the desired dynamic

range (typically the one of the HDR displaying device). Akyüz et al.

show that this method works well with well-exposed content without

compression artifacts.

2) Huo et al.’s method [14] uses a non-linear sigmoid-like func-

tion in order to increase the dynamic range of the input LDR content

only in specific regions of the image/frame, indicated by an expand

map. The method is computationally fast (using an approximated bi-

lateral filter), temporally stable, and is able to achieve quality results

on moderately over-exposed content.

3) Kovaleski and Oliveira’s method [15] linearly expands the in-

put LDR content to a desired dynamic range only in certain regions

of the image/frame using an expand map which is computed using

thresholding on the luminance channel followed by bilateral filter-

ing. As in Huo et al.’s operator [14], the method is computationally

fast, temporally stable, and it can achieve quality results on moder-

ately over-exposed content.

2.2. Preliminary Analysis

Image steganalysis has recently started to impact forensics. Conse-

quently, steganalytic features have been successfully used for image

forensic tasks [11]. One popular example is the well-known ste-

ganalytic SPAM (Subtractive Pixel Adjacency Matrix) feature [10],

with which we will also provide relevant experimental compari-

son in Sec. 4.2. A very common approach in LDR image foren-

sics/steganalysis is to analyze the joint probability or co-occurrence

matrix of neighboring pixels [10, 16]. Following this common prac-

tice, we inspect the joint histogram of horizontally adjacent pixels

in HDR images, examples of which are shown in Fig. 1.

It is not surprising that the mHDR image is richer in luminance

details than the iHDR image, since it is created from multiple LDR

images with different exposures. Conversely, the iHDR image is

created from a single LDR image, whose pixel values are typically

from a small finite integer set {0, 1, 2, · · · , 255}. When constructing

the joint histogram with a sufficiently big number of bins, e.g., 512 in

Fig. 1, such intrinsic differences between mHDR and iHDR images

can be exposed. Unlike the mHDR image, it can be seen that there

exist gaps/peaks in the joint histograms of iHDR images.

In order to leverage the above mentioned joint histogram char-

acteristic, we can use, e.g., Fourier analysis. In our preliminary tests,

this provided us around 85% of iHDR image detection accuracy, in-

dicating that such second-order statistics may not be sufficient here.

However, it does show that exploiting local image statistics can be

promising. This motivates us to further study higher-order statistics

(see Sec. 3.2) for HDR image forensic purposes.

3. PROPOSED METHOD

3.1. HDR Image Pre-Processing

Very different from LDR images, whose pixel values are integers

typically from 0 to 255, the HDR pixel values are floating point

numbers. Moreover, the maximum pixel values of different HDR

images vary largely across different scenes. Considering such par-

ticularities of HDR images, we propose the following HDR image

pre-processing before further forensic analysis. Without loss of gen-

erality, we only consider the luminance component of a given HDR

image, which is also where most iTM methods carry out the dynamic

range expansion.

To compensate for the image-dependent peak brightness in

HDR, we perform the following linear scaling and key mapping [17].

Given an HDR image of size H × W , its luminance component is

extracted and linearly scaled to [0, 1] to obtain the matrix L̃, which

is further key mapped by:

Li,j =
c

Lm
L̃i,j , (1)

where

Lm = exp
( 1

H ×W

∑

i,j

log(L̃i,j + ǫ)
)

, (2)

to yield L. We empirically set constant c = 0.36, and ǫ = 10−6 to

avoid the singularity when taking the logarithm.

At last, we transform L to the logarithmic domain before further

forensic analysis to be described in Sec. 3.2.

3.2. Forensic Analysis Based on Fisher Scores

Motivated by the preliminary analysis of mHDR/iHDR images

in Sec. 2.2, here we study the local high-order image statis-

tics after the given HDR image is pre-processed as described in

Sec. 3.1. Given a generic pixel z0 and its b × b local neighborhood

{z1, z2, · · · , zb2−1}, we obtain a local differential vector x with

xi = zi − z0 (i = 1, 2, · · · , b2 − 1). Its log-likelihood under a

K-component GMM parametrized by θ = {πk,µk, (Ck)−1|k =
1, 2, · · · ,K} is calculated as:

L(θ|x) = p(x|θ) =
K
∑

k=1

π
kN (x|µk

,C
k), (3)



where πk, µk, and C
k are respectively the mixing weight, mean, and

covariance matrix of the k-th component. The high-order statistics

in the local neighborhood of z0 can therefore be represented using

the Fisher scores [9], which are calculated as the partial derivatives

with respect to the parameters θ of the log-likelihood L(θ|x), i.e.,

∇θ log L(θ|x). More specifically, the partial derivatives with re-

spect to πk and (Ck)−1 are calculated as:

∂ log L(θ|x)

∂ πk
=

N (x|µk,Ck)

L(θ|x)
, (4)

∂ log L(θ|x)

∂ (Ck)−1
=

πkN (x|µk,Ck)

2L(θ|x)
(Ck − (x− µ

k)(x− µ
k)T ).

(5)

For the sake of simplicity and also for reducing the dimensionality

of the final forensic feature, we only consider the diagonal elements

of (Ck)−1 for computing the Fisher scores. Therefore, we have a

Fisher score vector F(θ,x), with length K + (b2 − 1)K = b2K.

For a given HDR image forensic problem to differentiate mHDR

and iHDR images, we learn two 0-mean GMMs1 parametrized by

θ0 and θ1 from either class of HDR images. Hence, given a local

differential vector x, we can form the following 2b2K × 1 sized

Fisher score vector:

f̃(x) =
[

F(θ0
,x)T ,F(θ1

,x)T
]T

, (6)

which is further normalized [18, 12, 13] to construct the final foren-

sic feature vector with the i-th element as:

fi(x) = sign(f̃i(x))
|f̃i(x)|

1/2

∑

i |f̃i(x)|
, i = 1, 2, · · · , 2b2K. (7)

Indeed, the proposed method based on Fisher scores [9] is to

some extent inspired by the LHS (Local Higher-order Statistics) fea-

ture [12, 13], which has been employed for texture/facial analysis in

LDR images but has not been used for forensics previously. How-

ever, the two have some important differences, and in Sec. 4.2 rele-

vant experimental comparison will be provided. Under a single non-

0-mean GMM, the partial derivatives with respect to µk and (Ck)−1

are used instead to construct the LHS feature. Besides, an extra nor-

malization based on the mean and variance of the Fisher scores cal-

culated on the training differential vectors is included in [12, 13]. In

fact, to compute the local differential vector x, the subtraction by z0

removes a major part of the energy from the local image neighbor-

hood. The trained mean µk is also not very significant. In the pro-

posed method, the DC component of x is therefore removed for both

0-mean GMM training and forensic feature extraction. Actually, this

is also a common practice in natural image modeling [19] and image

forensics/anti-forensics [8, 20]. Besides, different from [12, 13], the

proposed method includes two 0-mean GMMs for forensic analysis.

This is to some extent inspired by the previous image forensics work

of one of the authors [8], but a more sophisticated forensic feature is

constructed here.

For a given HDR image pre-processed as described in Sec. 3.1,

overlapping2 b× b image patches are extracted. Then, the DC com-

ponent of the computed local differential vectors are removed. Af-

terwards, their corresponding Fisher score vectors are respectively

1In practice, we learn GMMs by EM (Expectation-Maximization) algo-
rithm using the unoptimized Matlab code which can be downloaded from:
http://www.mathworks.com/matlabcentral/fileexchang

e/26184-em-algorithm-for-gaussian-mixture-model.
2For relatively large images in size, extracting non-overlapping patches

can effectively save computational time without harming the performance.

computed according to Eq. (6). For extracting the proposed foren-

sic feature vector of a given image, these Fisher score vectors are

averaged before the normalization as in Eq. (7).

4. EXPERIMENTAL RESULTS

4.1. Experimental Setting

In order to conduct large-scale forensic tests, we collected 498 high-

resolution mHDR images from the following 8 sources:

• EmpaMT dataset [21] includes 33 mHDR images;

• Meylan created 14 mHDR images [22];

• Fairchild created 106 mHDR images [23];

• HDRSID dataset [24] includes 232 mHDR images;

• IRCCyN-IVC dataset contains 10 mHDR images3;

• Mantiuk created 8 mHDR images [25];

• Stanford dataset [26] is with 88 mHDR images;

• Ward created 7 mHDR images4.

Among the above mentioned 8 mHDR image sources, EmpaMT

dataset and Meylan provide some original LDR images (sequences).

From these two sources, we have 33 + 7 = 40 well-exposed LDR

images, each of which corresponds to one mHDR image. Among

these 40 LDR images, 3 of them from EmpaMT dataset are stored

in 8-bit JPEG format, whereas the remaining are in RAW format.

For the remaining 498 − 40 = 458 mHDR images, we have no

access to the original LDR image sequences. As a supplement, we

randomly pick 458 images from another LDR image dataset “mi-

tadobe5k” [27], which contains 5000 high-quality images stored in

RAW format, initially used for the study of photographic global tonal

adjustment. We find these LDR images especially suitable here, as

their high quality ensures the creation of appealing iHDR images.

Notice that the above mHDR and LDR images are with a good

diversity of scenes and cameras, which is important for reliable

forensic analysis. The LDR images are used to create iHDR images

with the three iTM algorithms [6, 14, 15] described in Sec. 2.1.

Required by forensic training and testing, these mHDR and iHDR

images are randomly divided into two sets, either of which contains

249 mHDR/iHDR images of each kind. We also make sure that if

iHDR images, created from one LDR image which comes from Em-

paMT dataset or Meylan, are in one set, the corresponding mHDR

image is also included in the same set.

Here, we choose to run forensic tests on cropped 512 × 512
subimages instead of the high-resolution HDR images. This is partly

because of the employment of machine learning methods, e.g., the

SVM (Support Vector Machine), which is a common practice in

image forensics. Such setting requires a sufficient number of im-

age samples to avoid the curse of dimensionality. We also need

enough image samples to show the statistical significance of the

tests. Though not directly testing on high-resolution images, the

proposed experimental setting is still fairly suitable to assess foren-

sic methods. Even for high-resolution image classification under the

setting of 512 × 512 image size, one possible way could be to sim-

ply divide the image into overlapping/non-overlapping 512 × 512

3We downloaded these images from: http://ivc.univ-nantes.f
r/en/databases/ETHyma/ and http://ivc.univ-nantes.fr/

en/databases/JPEG HDR Images/ with duplicates removed.
4Included in: http://www.cs.utah.edu/˜reinhard/cdrom/hd

r/.



Table 1. Classification accuracy (%) comparison with different im-

age (block) sizes. The number in the parentheses next to the feature

name indicates the dimensionality of the corresponding feature vec-

tor. Forensic detectors are trained on dataset HDRFTR. Results are

obtained on dataset HDRFTE.

Akyuz Huo KO AHK

512× 512

SPAM (686) 97.82 97.13 97.63 97.13

LHS (688) 96.13 95.68 96.41 96.19

Proposed (684) 97.73 96.31 98.11 96.83

16× 16

SPAM (686) 85.42 82.29 85.15 83.46

LHS (688) 84.12 83.22 84.01 83.98

Proposed (684) 87.47 85.37 88.26 86.33

8× 8

SPAM (686) 76.80 73.66 77.29 76.28

LHS (688) 76.28 75.05 76.44 76.03

Proposed (684) 81.88 80.13 82.91 81.91

subimages, the final output can be obtained by fusing the decisions

on the subimages, e.g., by majority voting.

Based on the above considerations, we crop (at most) 9 adja-

cent subimages of size 512 × 512 from the center of each high-

resolution mHDR/iHDR image. In order to keep the number of

cropped 512× 512 mHDR images and that of iHDR images of each

kind the same, a few 512 × 512 iHDR images created from mita-

dobe5k LDR images were randomly picked and removed. In the end,

we have 1832 mHDR/iHDR images of size 512× 512 in the testing

dataset HDRFTE (HDR Forensic TEsting). In the training dataset

HDRFTR (HDR Forensic TRaining), there are 1858 mHDR/iHDR

images sized 512× 512.

Besides 512× 512 images, we also choose to test on very small

image blocks. More specifically, we consider image blocks with

sizes 16× 16 and 8× 8 cropped from the center of each 512× 512
mHDR/iHDR image. Such tests can be taken as one equivalence of

fine-grained tampering localization [8], and they are very important

for evaluating the forensic performance of different features.

4.2. Performance Evaluation

Table 1 lists the detection accuracies of four forensic scenarios to

differentiate mHDR images and three kinds of iHDR images (re-

spectively denoted as Akyuz [6], Huo [14], and KO [15]) or their

mixture (denoted as AHK). The proposed method is compared with

the steganalytic SPAM feature [10] which has been employed for

forensic purposes [11] as mentioned in Sec. 2.2, and with the LHS

feature [12, 13] which to some extent inspired this work though it has

not been used for forensics previously. For the extractions of both

the LHS feature and the proposed feature, we set b = 3 to consider

8-pixel neighborhood. For all the three extractions of forensic fea-

tures compared here, the same HDR image pre-processing described

in Sec. 3.1 is performed at the very beginning. Since the SPAM

feature requires integer pixel values, the pre-processed HDR image

is therefore uniformly quantized to 10 bits after removing the 1%
biggest and smallest pixel values to exclude outliers. This is actually

a common practice in HDR image/video coding [28]. As to the LHS

feature and the proposed feature, no such quantization is needed. To

be in line with the 686-dimensional SPAM feature in terms of di-

mensionality, we train 43-component GMM on mHDR images for

constructing the LHS feature, whereas 38-component GMMs are
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Fig. 2. Detection accuracy variation of the proposed method on 8×8
image blocks with different numbers of GMM components. Forensic

detectors are trained on dataset HDRFTR. Results are obtained on

dataset HDRFTE. In general, richer GMMs with more components

bring higher detection accuracies.

trained for each kind of HDR image for the proposed method. Con-

sequently, the LHS feature is 688-dimensional, while our proposed

feature is 684-dimensional. All the forensic detectors are trained on

dataset HDRFTR using the SVM [29] with a Gaussian kernel. The

parameters of the SVM are searched using a five-fold cross valida-

tion with a multiplication grid as suggested in [10]. Results reported

in Table 1 show that the proposed method achieves at least compa-

rable performance when comparing with the SPAM/LHS features,

and is especially advantageous on small image blocks. This is very

important, since it shows that the proposed method has the potential

to perform fine-grained tampering localization in HDR images [8].

Furthermore, we learn richer GMMs with more components.

Fig. 2 with results obtained on 8 × 8 image blocks shows that in

general more GMM components can further improve the detection

accuracies of the proposed forensic detectors. Nevertheless, 38-

component GMMs seem to be already quite satisfactory for HDR

image forensics.

5. CONCLUSION

This paper addresses for the first time a new forensic problem on

HDR images, with the goal to differentiate HDR images obtained

by multiple LDR exposures from those obtained from single LDR

pictures through iTM operators. Since the latter is basically an en-

hanced LDR rather than a true HDR image, this is expected to be

a relevant forensic problem in the near future when HDR content

will become the common format in the multimedia distribution mar-

ket. We show by experimental results that it is possible to fulfill this

forensic task by employing the steganalytic feature SPAM [10] or

the texture/facial analysis feature LHS [12, 13]. Going one step fur-

ther, we propose a more powerful HDR forensic feature by exploit-

ing local high-order statistics based on Fisher scores and GMMs,

which achieves especially competitive detection accuracies on im-

age blocks as small as 8× 8.

Future research will be devoted to making the forensic analy-

sis presented in this paper more general, by considering other iTM

methods, as well as to identifying and investigating other relevant

forensic problems in HDR images, such as camera fingerprints esti-

mation and anti-forensics.
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